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Abstract 

This paper examines the forecast accuracy of various machine learning methods. It has 

been shown that these methods can enhance forecast performance. We forecast inflation in 

Slovakia. The National Bank of Slovakia provides the dataset. At first, we use a data-driven 

model as the benchmark. Secondly, we estimate Ridge and Bagging. We split the data into a 

training and testing sample, do point forecasts, and compare the MSE of models. Our findings 

support the conclusion that our methods can improve the forecast accuracy if a relatively large 

dataset is available. 
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1 Introduction 

Economic and political decisions rely on data that allow us to track macroeconomic 

trends. Over time, big data methods for assessing economic conditions have evolved, leading 

to advancements in econometric techniques that replicate, explain, and automate the forecasting 

practices used by investors, central banks, and market analysts. Economic forecasting is 

primarily used to assess the overall state of the economy, such as GDP growth. These models 

help monitor economic conditions and guide central bank policy decisions. This paper explores 

various big data-based forecasting methods and compares their accuracy to a simple linear 

regression model using MSE. Our objective is to compare the forecasting performance of 

machine learning methods against a benchmark. To achieve this, we predict inflation, measured 

by the Harmonized Index of Consumer Prices (HICP), over five time horizons: 1, 3, 6, 9, and 

12 months ahead. The second section provides a brief literature review, the third section 

introduces the models and the methodology, the third section presents the results and the last 

section concludes.  

2 A search for sources and the current state of the problem 

Numerous authors have extensively discussed big data processing through predictive 

tools (Friedman et al., 2001; James et al., 2013). However, big data presents challenges in 

modeling, such as result distortion and false positives. One of its key advantages is that it 

provides real-time economic insights without requiring later revisions (Baldacci et al., 2016). 

This paper examines explicitly ridge and bagging techniques. The section is largely based on 

Maehashi and Shintani, who provide a comprehensive overview (Maehashi & Shintani, 2020).  
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We begin by describing this method, which utilizes decision (or regression) trees, as one 

of our objectives is to account for potential nonlinearities in the data. These trees identify 

clusters of similar observations by sequentially creating nodes within the tree structure. Suppose 

that 𝑦𝑡+ℎ is the target variable representing the macroeconomic time series we aim to forecast. 

Initially, each observation of 𝑦𝑡+ℎ is categorized into nodes based on a predictor variable 𝑋𝑖 =
(𝑥1, 𝑥2, … , 𝑥𝑁). The selected nodes are assigned a value corresponding to the sample mean of 

𝑦𝑡+ℎ, conditional on a given predictor. If any nodes remain without assigned values, they are 

further divided using the remaining predictors. This process continues until all nodes have been 

assigned values. 

From this, we can express a regression tree with 𝑀 terminal nodes as: 

 

𝑦𝑡+ℎ = ∑  𝑀
𝑚=1 𝜃𝑚1∣𝑥𝑖∈ℎ𝑚] + 𝜀𝑖+ℎ𝑛

,      (1) 

 

where 1{𝑥𝑖∈ℎ𝑚} represents the indicator function, 𝑅𝑚 denotes a subset of the predictor space 𝑋𝑏, 

and 𝜃𝑚 represents the sample mean of 𝑦𝑡+ℎ conditional on 𝑋𝑡 ∈ 𝑅𝑚. The goal of estimation is 

to determine the tree structure that minimizes ∑𝑖=1
𝑇  𝜀𝑖+ℎ

2 . To construct this tree, we choose 

sorting variables from 𝑋𝑡 and determine optimal splitting values at each node. This is achieved 

using an algorithm that selects the best values for both sorting and splitting (Breiman, 1996). 

Regression trees perform well when nonlinearity and variable interactions exist; however, 

their out-of-sample forecasting accuracy is generally weak due to their sensitivity to data 

fluctuations. To address this limitation, we do not use regression trees in isolation. Instead, they 

form the foundation of ensemble machine learning approaches, namely – in our case – bagging. 

Bagging, short for bootstrap aggregating, is a method designed to enhance forecast 

accuracy, as demonstrated empirically (Breiman, 1996). It has been shown to reduce forecast 

errors for independent and identically distributed (i.i.d.) data (Bühlmann & Yu, 2002) and has 

also proven effective for time series forecasting (Inoue & Kilian, 2008). In bagging, we generate 

𝐵 bootstrap samples of 𝑋𝑡 = (𝑥1, 𝑥2, … , 𝑥𝑁)′ and 𝑦𝑡+ℎ. For each bootstrap sample 𝑋𝑡
(𝑏)

 and 

𝑦
𝑡+ℎ′
(𝑏)

, a regression tree is used to compute the forecast 𝑦̂𝑡+ℎ
(𝑏)

. Finally, we obtain the final forecast 

by averaging the individual bootstrap predictions 𝐵−1 ∑  𝐵
𝑏=1 𝑦̂𝑡+ℎ

(𝑏)
. This averaging process helps 

mitigate overfitting and reduces the high volatility often seen in individual forecasts. In our 

implementation, we set the number of bootstrap samples to 𝐵 = 10. 

Imagine asking several experts for their opinion and then taking the average of all their 

responses. Bagging works similarly by generating multiple forecasts from different random 

samples of the data and then combining them. This averaging process smooths out the bumps, 

leading to a more consistent and robust prediction. 

Next, we move onto the Ridge regression, a regularized least squares method. Ridge 

minimizes 
 

∑  𝑇
𝑡=1 {(𝑦𝑡+ℎ − ∑  𝑁

𝑖=1  𝛽𝑖𝑥𝑖𝑡)2 + 𝜆𝐽(𝛽)},      (2) 

 

where 𝜆 represents the regularization hyperparameter, whose optimal value is selected 

using 5-fold cross-validation, which is a standard approach in the literature. 𝐽(𝛽) is a penalty 

term, where 𝛽 = (𝛽1, 𝛽2, … , 𝛽𝑁)′. Ridge has an 𝐿2 norm penalty function 𝐽(𝛽) = ∑𝑖=1
𝑁  𝛽𝑖

2 

(Hoerl and Kennard, 1970). The regression coefficients can be close but not equal to zero. This 

means that in the case of ridge coefficients are shrunk to prevent overfitting, thus it is called a 

shrinkage method. 
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Think of this method as a way to “trim” unnecessary details from the data. It gently 

reduces the influence of less important factors, preventing the model from getting distracted by 

noise or anomalies. This makes the predictions more stable and reliable. 

As benchmarks, we employ models such as Autoregressive Integrated Moving Average 

(ARIMA) and Random Walk (RW), the latter being a simpler subset of ARIMA models. We 

write an ARIMA model as 
 

𝜙(𝐵)(1 − 𝐵𝑑)𝑦𝑡 = 𝑐 + 𝜃(𝐵)𝜀𝑡,      (3) 
 

where 𝜀𝑡 is a white noise error term, d is the order of integration, 𝐵 represents the lag 

operator, and 𝜙 and 𝜃 are the AR and MA polynomials of order p and q, respectively, which 

describe the order of the autoregressive and moving average terms. The Random Walk model 

is given by the formula: 
 

𝑦𝑡+ℎ = 𝑦𝑡 + 𝜖𝑡+ℎ,                                                               (4) 

 

where 𝑦𝑡+ℎ represents the forecast of the target variable at time 𝑡 + ℎ, 𝑦𝑡 is the last 

observed value of the target variable at time 𝑡, and 𝜖𝑡+ℎ is the error term at time 𝑡 + ℎ. At each 

iteration of the forecasting procedure, we automatically select the best performing ARIMA or 

Random Walk model in Rstudio based on the Akaike Information Criterion (AIC). Since the 

best model can be different at each iteration, we simply refer to the results of the benchmark 

model in the tables as “Benchmark”. 
We assess the forecasting performance of our models using standard metrics from the literature, specifically 

the Mean Squared Error (MSE), written as 

 

𝑀𝑆𝐸 =
∑  𝑁

𝑖=1  (𝑦𝑖−𝑥𝑖)2

𝑁
     (5) 

 

To finalize our evaluation, we compare the Mean Squared Error (MSE) of each model against the 

benchmark model. A model is considered superior to the benchmark if it achieves a lower MSE, meaning its 

relative MSE is smaller than 1. To determine if these advanced methods genuinely outperform traditional 

forecasting models, the study uses the Diebold-Mariano test. This statistical test compares the prediction errors of 

different models, confirming whether the improvements are significant and not just due to random chance (Diebold 

and Mariano, 2002). The DM statistic is computed as  

𝐷𝑀 =
𝑑‾

𝜎̂𝑑
,      (6) 

 

where 𝑑‾ represents the average difference between the forecast errors of the compared models 

and 𝜎̂𝑑 is the standard error of this difference.  

Next, we describe the dataset and the structure of our forecasts. The National Bank of 

Slovakia (NBS) originally compiled and now maintains a publicly accessible database. This 

database is divided into eight main sections: GDP, labor market, prices, government, balance 

of payments, external environment, monthly indicators, and the financial market. Our dataset 

consists of all seasonally adjusted data available monthly across all categories except soft 

indicators, containing 188 observations of 274 variables. Ridge and Bagging can both deal with 

the overfitting issue. The data is standardized and stationarized prior to entering the models. 

The dataset begins with the period of the Great Recession, marked by high economic 

uncertainty and volatility, which could distort results. To address this issue, we use a rolling 

window approach for forecasting, allowing for time-variant parameter estimates. Specifically, 

we recalculate the sequence of hyperparameters with each new forecast iteration, regardless of 

model specification changes. Our approach shifts the estimation start point while maintaining 

a consistent six-year window for each calculation. 
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3 The main findings of the article 

In this chapter, we present our results. Table 1 contains the relative MSE results of the 

inflation forecasts. Firstly, when we look at MSE, we find that the Ridge model has a relative 

MSE around 0.63 to 0.65 for each forecast period, consistently outperforming the benchmark. 

Bagging exhibits a slightly higher MSE, ranging from 0.67 to 0.70, but still outperforms by a 

huge margin. The outperformance is consistent in this case as well.  
  

Tab. 1: Relative MSE of the models 

Relative MSE h = 1 h = 3 h = 6 h = 9 h = 12 

Benchmark 1 1 1 1 1 

Ridge 0.65684 0.66673 0.65922 0.65645 0.63384 

Bagging 0.67586 0.69034 0.67162 0.67980 0.65210 
Source: authors’ calculations 

To ascertain the statistical significance of this outperformance, we present the DM test 

values in Table 2. Each forecast generated by the models exhibits statistically significant 

improvement at the 5% significance level across all forecast horizons. 
 

Tab. 2: DM test p-values 

 h = 1 h = 3 h = 6 h = 9 h = 12 

Ridge 0,01335** 0,01527** 0,01263** 0,01498** 0,03328** 

Bagging 0.00318** 0.00246** 0.00215** 0.00228** 0.00701** 
Source: authors’ calculations 

Given the statistical significance of the outperformance, we can express the extent of 

improvement in percentage figures. Table 3 presents the results. The Ridge model consistently 

outperforms the benchmark by 33.33% to 36.63%, and the outperformance slightly increases 

as the forecast horizon increases. The outperformance of Bagging ranges between 30.02% and 

34.79%, closely rivalling the Ridge model. 
 

Tab. 3: % improvement of ML models over the benchmark 

 h = 1 h = 3 h = 6 h = 9 h = 12 

Ridge 34.32% 33.33% 34.08% 34.35% 36.62% 

Bagging 32.41% 30.97% 32.84% 32.02% 34.79% 
Source: authors’ calculations 

To summarize, in this subchapter we forecast inflation using hard macroeconomic data. 

The machine learning models exhibit significant outperformance compared to the benchmark 

model. 

 

3.1 Conclusion 

This study examines the effectiveness of machine learning techniques in forecasting 

inflation rates in Slovakia. Our results indicate that Ridge regression and Bagging significantly 

outperform traditional data-driven models in predicting inflation. 

Ridge regression enhances forecasting accuracy by simplifying models, shrinking the 

coefficients of less relevant variables close to zero, and focusing on the most important 

predictors. Conversely, Bagging captures complex, nonlinear patterns in the data, producing 

more accurate and reliable forecasts. These methods consistently demonstrate lower prediction 

errors compared to conventional approaches. 
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Our findings hold practical value for policymakers, as improved inflation forecasts can support more 

informed decision-making. This is particularly beneficial in Slovakia’s small, open economy, where precise 

economic planning is essential. By leveraging advanced machine learning techniques, policymakers can gain 

deeper insights into inflation dynamics, aiding in effective economic management and policy formulation. 

Although machine learning methods like Ridge regression and Bagging have 

demonstrated improved forecasting accuracy, they also come with challenges. One key issue is 

overfitting, where a model may capture noise or peculiarities specific to the training data rather 

than general trends, potentially compromising its performance on new data. Another limitation 

is data dependency: the effectiveness of these models is highly contingent on the quality and 

representativeness of the input data. Structural changes, measurement errors, or anomalies in 

the dataset can significantly affect the reliability of forecasts. Future work should explore 

strategies to mitigate these risks, such as incorporating regularization techniques and robust 

validation procedures. 
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